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Abstract 
We present a novel methodology for building highly 
integrated multimodal systems.  Our approach is motivated 
by neurological and behavioral theories of sensory perception 
in humans and animals.  We argue that perceptual integration 
in multimodal systems needs to happen at all levels of the 
individual perceptual processes.  Rather than treating each 
modality as a separately processed, increasingly abstracted 
pipeline – in which integration over abstract sensory 
representations occurs as the final step – we claim that 
integration and the sharing of perceptual information must 
also occur at the earliest stages of sensory processing.  This 
paper presents our methodology for constructing multimodal 
systems and examines its theoretic motivation.  We have 
followed this approach in creating the most recent version of 
a highly interactive environment called the Intelligent Room 
and we argue that doing so has provided the Intelligent Room 
with unique perceptual capabilities and gives insight into 
building similar complex multimodal systems. 

Introduction      
This paper proposes a novel perceptual architecture 
motivated by surprising results about how the brain 
processes sensory information.  These results, gathered by 
the cognitive science community over the past 50 years, 
have challenged century long held notions about how the 
brain works and how we experience the world we live in.  
We argue that current approaches to building multimodal 
systems that perceive and interact with the real, human 
world are flawed and based largely upon assumptions 
described by Piaget (1954) – although tracing back several 
hundred years – that are no longer believed to be 
particularly accurate or relevant. 
 Instead, we present a biologically motivated methodology 
for designing interactive systems that reflects more of how 
the brain actually appears to process and merge sensory 
inputs.  This draws upon neuroanatomical, psychophysical, 
evolutionary, and phenomenological evidence, both to 
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critique modern approaches and to suggest an alternative for 
building artificial perceptual systems.  In particular, we 
argue against post-perceptual integration, which occurs in 
systems where the modalities are treated as separately 
processed, increasingly abstracted pipelines.  The outputs of 
these pipelines are then merged in a final integrative step, as 
in Figure 1.  The main difficulty with this approach is that 
integration happens after the individual perceptions are 
generated.  Integration occurs after each perceptual 
subsystem has already “decided” what it has perceived, 
when it is too late for intersensory influence to affect the 
individual, concurrent unimodal perceptions.  Multimodal 
integration is thus an assembly rather than a perceptual 
process in most modern interactive systems.  In this, it is an 
abstraction mechanism whereby perceptual events are 

S1 S2 S4S3 

S1 S2 S4S3 

S1 S2 S4S3 

Integration

 
Figure 1 – Post-perceptual integration in a multimodal 
system.  Here, visual, auditory, and haptic inputs pass 
through specialized unimodal processing pathways and are 
combined in the integration mechanism on top, which 
creates multimodal perceptions by extracting and reconciling 
data from the individual inputs.  Notice that multiple 
pathways may process a single sensory input. For example, 
the auditory signal in this system might be fed into separate 
speech recognition and spatial localization systems, 
designated S2 and S3 respectively. 
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separated from the specific sensory mechanisms that 
generate them and then integrated into higher-level 
representations. 
 This paper examines the idea that multimodal integration 
is a fundamental component of perception itself and can 
shape individual unimodal perceptions as much as does 
actual sensory input.  This idea is well supported 
biologically, and we argue here for the benefits of building 
interactive systems that support cross-modal influence – 
systems in which sensory information is shared across all 
levels of perceptual processing and not just in a final 
integrative stage.  Doing this, however, requires a 
specialized approach that differs in basic ways from how 
interactive systems are generally designed today.     
 This paper presents our methodology for constructing 
multimodal systems and examines its theoretic motivation.  
We have followed this approach in creating the most recent 
version of a highly interactive environment called the 
Intelligent Room, and we argue that doing so has provided 
the Intelligent Room with unique perceptual capabilities and 
provides insight into building similar complex multimodal 
systems.  We specifically examine here how the Intelligent 
Room’s vision and language systems share information to 
augment each other and why the traditional ways these 
systems are created made this sharing so difficult to 
implement.  Our approach is similar in spirit to the work of 
(Atkeson et al. 2000, Brooks et al. 1998, Cheng and 
Kuniyoshi 2000, Ferrell 1996, Nakagawa 1999, and Sandini 
et al. 1997).  Although they are primarily concerned with 
sensorimotor coordination, there is a common biological 
inspiration and long-term goal to use knowledge of human 
and animal neurophysiology to design more sophisticated 
artificial systems. 

Background 
 Who would question that our senses are distinct?  We see, 
we feel, we hear, we smell, and we taste, and these are 
qualitatively such different experiences that there is no room 
for confusion among them.  Even those affected with the 
peculiar syndrome synesthesia, in which real perceptions in 
one sense are accompanied by illusory ones in another, 
never lose awareness of the distinctiveness of the senses 
involved.  Consider the woman described in (Cytowic 
1988), for whom a particular taste always induced the 
sensation of a particular geometric object in her left hand.  A 
strange occurrence indeed, but nonetheless, the tasting and 
touching – however illusory – were never confused; they 
were never merged into a sensation the rest of us could not 
comprehend, as would be the case, for example, had the 
subject said something tasted octagonal.  Even among those 
affected by synesthesia, the sensory channels remain 
extremely well defined. 

Given that our senses appear so unitary, how does the 
brain coordinate and combine information from different 
sensory modalities?  This has become known as the binding 
problem, and the traditional assumption has been to assume 

that the sensory streams are abstracted, merged, and 
integrated in the cortex, at the highest levels of brain 
functioning.  This was the solution proposed by Piaget 
(1954) and in typical Piagetian fashion, assumed a cognitive 
developmental process in which children slowly developed 
high-level mappings between innately distinct modalities 
through their interactions with the world. This position 
directly traces back to Helmholtz (1856), and even earlier, 
to Berkeley (1709) and Locke (1690), who believed that 
neonatal senses are congenitally separate and interrelated 
only through experience.  The interrelation does not 
diminish the distinctiveness of the senses themselves, it 
merely accounts for correspondences among them based on 
perceived cooccurrences.   

The Piagetian assumption underlies nearly all modern 
interactive, multimodal systems – it is the primary 
architectural metaphor for multimodal integration.  The 
unfortunate consequence of this has been making integration 
a post-perceptual process, which assembles and integrates 
sensory input after the fact, in a separate mechanism from 
perception itself.  In these multimodal systems, each 
perceptual component provides a generally high-level 
description of what it sees, hears, senses, etc.  (Some 
systems, such as sensor networks, provide low-level feature 
vectors, but the distinction is not relevant here.)  This, for 
example, may consist of locations of people and how they 
are gesturing, what they are saying and how (e.g., prosody 
data), and biometric data such as heart rates.  This 
information is conveyed in modal-specific representations 
that capture detail sufficient for higher-level manipulation of 
the perceptions, while omitting the actual signal data and 
any intermediate analytic representations.  Typically, the 
perceptual subsystems are independently developed and 
trained on unimodal data; each system is designed to work in 
isolation.  (See Figure 2.)  They are then interconnected 
through some fusive mechanism (as in Figure 1) that 
combines temporally proximal, abstract unimodal inputs into 
an integrated event model.  The integration itself may be 
effected via a neural network (e.g., Waibel et al. 1995), 
hidden Markov models (e.g., Stork and Hennecke 1996), 
unification logics (e.g., Cohen et al. 1997), or various ad hoc 
techniques (e.g., Wu et al. 1999).  The output of the 
integration process is then fed into some higher-level 
interpretative mechanism – the architectural equivalent of a 
cortex. 
 This post-perceptual approach to integration denies the 
possibility of cross-modal influence, which is pervasive in 
biological perception.  Our visual, auditory, proprioceptive, 
somatosensory, and vestibular systems influence one another 
in a complex process from which perceptions emerge as an 
integrated product of a surprising diversity of components.  
(For surveys, see Stein and Meredith 1993, Lewkowicz and 
Lickliter 1994, and to a lesser extent, Thelen and Smith 
1994.)  For example, consider the seminal work of McGurk 
and MacDonald (1976).  In preparing an experiment to 
determine how infants reconcile conflicting information in 
different sensory modalities, they had a lab technician dub 
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the audio syllable /ba/ onto a video of someone saying the 
syllable /ga/.  Much to their surprise, upon viewing the 
dubbed video, they repeatedly and distinctly heard the 
syllable /da/ (alternatively, some hear /tha/), corresponding 
neither to the actual audio nor video sensory input.  Initial 
assumptions that this was due to an error on the part of the 
technician were easily discounted simply by shutting their 
eyes while watching the video; immediately, the sound 
changed to a /ba/.  This surprising fused perception, 
subsequently verified in numerous redesigned experiments 
and now known as the McGurk effect, is robust and persists 
even when subjects are aware of it. 
 The McGurk effect is perhaps the most convincing 
demonstration of the intersensory nature of face-to-face 
spoken language and the undeniable ability of one modality 
to radically change perceptions in another.  It has been one 
of many components leading to the reexamination of the 
Piagetian introspective approach to perception.  Although it 
may seem reasonable to relegate intersensory processing to 
the cortex for the reasoning (as opposed to perceptual) 
processes that interested Piaget, such as in cross modal 
matching, it becomes far more implausible in cases where 
different senses impinge upon each other in ways that locally 
change the perceptions in the sensory apparatus themselves.  
One might object that the McGurk effect is pathological – it 
describes a perceptual phenomenon outside of ordinary 
experience.  Only within controlled, laboratory conditions 
do we expect to have such grossly conflicting sensory 
inputs; obviously, were these signals to co-occur naturally in 
the real world, we would not call them conflicting.  We can 
refute this objection both because the real world is filled 
with ambiguous, sometimes directly conflicting, perceptual 
events, and because the McGurk effect is by no means the 
only example of its kind.  There is a large and growing body 
of evidence that the type of direct perceptual influence 
illustrated by the McGurk effect is commonplace in much of 
ordinary human and more generally animal perception, and 
it strongly makes the case that our perceptual streams are far 
more interwoven than conscious experience tends to make 
us aware.  For example, the sight of someone’s moving lips 
in an environment with significant background noise makes 
it easier to understand what the speaker is saying; visual 
cues – e.g., the sight of lips – can alter the signal-to-noise 
ratio of an auditory stimulus by 15-20 decibels (Sumby and 
Pollack 1954).  Thus, a decrease in auditory acuity can be 
offset by increased reliance on visual input.  Although the 
neural substrate behind this interaction is unknown, it has 
been determined that just the sight of moving lips – without 
any audio component – modifies activity in the auditory 
cortex (Sams et al 1991).  In fact, psycholinguistic evidence 
has long lead to the belief that lip-read and heard speech 
share a degree of common processing, notwithstanding the 
obvious differences in their sensory channels (Dodd et al 
1984). 
 Perhaps the most dramatic cross-modal interactions were 
demonstrated in the landmark studies of Meltzoff and Moore 
(1977), who showed that infants could imitate an 
investigator’s facial expression within hours of birth.  For 

example, the investigator sticking out his tongue lead the 
infant to do the same, although the infant had never seen its 
own face.  Somehow, the visual cue is matched with the 
proprioceptive sensation of tongue protrusion.  It is 
extraordinarily difficult to view this as a learned behavior; 
this will be quite relevant in considering below where the 
knowledge governing cross-modal influence should come 
from in computational systems.    
 We believe that the current approach to building 
multimodal interfaces is an artifact of how people like to 
build computational systems and not at all well-suited to 
dealing with the cross-modal interdependencies of 
perceptual understanding.  Perception does not seem to be 
amenable to the clear-cut abstraction barriers that computer 
scientists find so valuable for solving other problems, and 
we claim this approach has lead to the fragility of so many 
multimodal systems.   We also dispute the notion that 
perception generally corresponds well to a discrete and 
symbolic event model.  Although such a model is well suited 
to many types of computational applications, it is frequently 
more useful to view perception as a dynamic process, rather 
than an event occurring at some point in time (Thelen and 
Smith 1994).  This is all the more so during development 
(i.e. learning), where the space of events is fluid and subject 
to constant change, and during sensory fusion, where 
complex codependences and interactions among the 
different senses confound our simple event-biased 
predispositions.  A similar dynamic approach has been taken 
by (Ullman 1996) for explaining cross-feature influence in 
visual perception.  
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Figure 2 – Unimodal processing pathways.  Individual 

modalities are processed in specialized pipelines.  The visual 
pathway on the left uses 3-dimensional depth and color maps 
to find candidate regions for locating faces.  (This follows 
Darrell et al. 1998.)  The auditory pathway on the right 
performs speech recognition. Notice that higher-level 
syntactic constraints feed back into the lower-level 
morphological analysis. 
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A Multimodal System 
The examples for our discussion of multimodal interactions 
will be drawn from the Intelligent Room project, as 
described in (Coen 1998, 1999).  The Intelligent Room has 
multiple perceptual user interfaces, supporting both visual 
and verbal interactions, which connect with some of the 
ordinary human-level events going on within it.  The goal of 
the room is to support people engaged in everyday, 
traditionally non-computational activity in both work and 
leisure contexts.  Figure 3 contains a picture of the room, 
which contains nine video cameras, three of which the room 
can actively steer, several microphones, and a large number 
of computer-interfaced devices.  Because the Intelligent 
Room is designed to support a range of activities that have 
never before explicitly involved computers, it in no way 
resembles a typical computer science laboratory.  Its 
computational infrastructure is removed from view to 
enhance the room’s appeal as a naturally interactive space 
with a decidedly understated “low-tech” atmosphere.  The 
room's computational infrastructure (Coen et al. 1999), 
consisting of over 120 software agents running on a network 
of ten workstations, is housed in an adjacent laboratory.   
 Before exploring scenarios for new types of multimodal 
interactions, we first examine a traditionally explicit one in 
the resolution of a deictic reference, i.e., use of a word such 
as this in referring to a member of some class of objects.  
Suppose, for example, someone in the room says, “Dim this 
lamp.”  The room uses its ability to track its occupants, in 
conjunction with a map of its own layout, to dim the lamp 
closest to the speaker when the verbal command was issued.  
This kind of interaction can be implemented with a simple 
post-perceptual integration mechanism that reconciles 
location information obtained from the person tracker with 
the output of a speech recognition system.  Here, multimodal 
integration of positional and speech information allows 
straightforward disambiguation of the deictic lamp 
reference.   

Motivations 
 Given the simplicity of the above example, it seems far 
from obvious that a more complex integration mechanism is 
called for.  To motivate a more involved treatment, we start 
by examining some of the problems with current 
approaches. 
 Despite many recent and significant advances, computer 
vision and speech understanding, along with many other 
perceptual interface research areas (Picard 1997, Massie and 
Salisbury 1994), are still infant sciences.  The non-trivial 
perceptual components of multimodal systems are therefore 
never “perfect” and are subject to a wide variety of failure 
modes.  For example, the room may "lose" people while 
visually tracking them due to occlusion, coincidental color 
matches between fore and background objects, unfavorable 
lighting conditions, etc.  Although the particular failure 
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Figure 3 – A view of the Intelligent Room with three of its
nine cameras visible and circled.  The two lower of these in
the picture can be panned and tilted under room control. 
odes of the modalities varies with them individually, it is a 
fe assumption that under a wide variety of conditions any 

ne of them may temporarily stop working as desired.  How 
ese systems manifest this undesired operation is itself 

ighly idiosyncratic.  Some may simply provide no 
formation, for example, a speech recognition system 

onfused by a foreign accent.  Far more troublesome are 
ose that continue to operate as if nothing were amiss but 
mply provide incorrect data, such as a vision-based 
acking system that mistakes a floor lamp for a person and 
ports that he is standing remarkably still. 
That perceptual systems have a variety of failure modes is 

ot confined to their artificial instantiations.  Biological 
stems also display a wide range of pathological 

onditions, many of which are so engrained that they are 
ifficult to notice.  These include limitations in innate 
nsory capability, as with visual blind spots on the human 
tina, and limited resources while processing sensory input, 

s with our linguistic difficultly understanding nested 
mbedded clauses (Miller and Chomsky 1963).  Stein and 
eredith (1994) argue for the evolutionary advantages of 

verlapping and reinforcing sensory abilities; they reduce 
ependence on specific environmental conditions and 
ereby provide clear survival advantages.   A striking 

xample of this is seen in a phenomenon known as the 
facial vision” of the blind.  In locating objects, blind people 
ften have the impression of a slight touch on their forehead, 
heeks, and sometimes chest, as though being touched by a 
ne veil or cobweb (James 1890, p204). The explanation for 
is extraordinary perceptory capability had long been a 
bject of fanciful debate.  James demonstrated, by stopping 

p the ears of blind subjects with putty, that audition was 
ehind this sense, which is now known to be caused by 
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intensity, direction, and frequency shifts of reflected sounds 
(Arias 1996).  The auditory input is so successfully 
represented haptically in the case of facial vision that the 
perceiver himself cannot identify the source of his 
perceptions. 
 Research on interactive systems has focused almost 
entirely on unimodal perception: the isolated analysis of 
auditory, linguistic, visual, haptic, or to a lesser degree 
biometric data.  It seems to put the proverbial cart before the 
horse to ponder how information from different modalities 
can be merged while the perceptory mechanisms in the 
sensory channels are themselves largely unknown.  Is it not 
paradoxical to suggest we should or even could study 
integration without thoroughly understanding the individual 
systems to be integrated?  Nonetheless, that is the course 
taken here.  We argue that while trying to understand the 
processing performed within individual sensory channels, 
we must simultaneously ask how their intermediary results 
and final products are merged into an integrated perceptual 
system.  We believe that because perceptual systems within 
a given species coevolved to interoperate, compatibility 
pressures existed on their choices of internal 
representations and processing mechanisms.  In order to 
explain the types of intersensory influence that have been 
discovered experimentally, disparate perceptual 
mechanisms must have some degree of overall 
representational and algorithmic compatibility that makes 
this influence possible.  The approach taken here is entirely 
gestalt, not only from a Gibsonian (1986) perspective, but 
because we have no example of a complex unimodal sensory 
system evolving in isolation.  Even the relatively simple 
perceptual mechanisms in paramecium (Stein and Meredith 
1994, Chapter 2) and sponges (Mackie and Singla 1983) 
have substantial cross-sensory influences.  It seems that 
perceptual interoperation is a prerequisite for the 
development of complex perceptual systems.  Thus, rather 
than study any single perceptual system in depth – the 
traditional approach – we prefer to study them in breadth, 
by elucidating and analyzing interactions between different 
sensory systems.   

Cross-Modal Influences 
How then might cross-modal influences be used in a system 
like the Intelligent Room?  Answering this question is a two-
step process.  Because the Intelligent Room is an engineered 
as opposed to evolved system, we first need to explicitly 
find potential synergies between its modalities that can be 
exploited.  Once determined, these synergies must then 
somehow be engineered into the overall system, and this 
emerges as the primary obstacle to incorporating cross-
modal influences into the Intelligent Room and more 
generally, to other types of interactive systems. 
 We begin with the following two empirical and 
complementary observations: 
 

1) People tend to talk about objects they are near.      
(Figure 4a)  

2) People tend to be near objects they talk about. (Figure 
4b) 

 
These heuristics reflect a relationship between a person’s 
location and what that person is referring to when he speaks; 
knowing something about one of them provides some degree 
of information about the other.  For example, someone 
walking up to a video display of a map is potentially likely 
to speak about the map; here, person location data can 
inform a speech model.  Conversely, someone who speaks 
about a displayed map is likely to be in a position to see it; 
here, speech data can inform a location model.  Of course, it 
is easy to imagine situations where these heuristics would be 
wrong.  Nonetheless, as observations they are frequently 
valid and it would be reasonable to somehow incorporate 
influences based on them into a system like the Intelligent 
Room.  Mechanistically, we might imagine the person 
tracking system exchanging information with the speech 
recognition system.  For example, the tracking system might 
send data, which we will call a hint, to the speech 
recognition system to preferentially expect utterances 
involving objects the person is near, such as a map.   
Conversely, we can also imagine that the speech recognition 

a)  
MapMap

 
b)  

MapMap

Figure 4a – People talk about objects they are near. 
Someone approaching a projected display showing, for 
example, a map, is more likely to make a geographical 
utterance.  Here, location information can augment speech 
recognition. 

Figure 4b – People are near objects they talk about. 
Someone speaking about the contents of a video display is 
more likely to be located somewhere (delineated by the 
triangle) from which the display is viewable to him.  Here, 
speech information can augment person tracking. 
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system would send hints to the person tracking system to be 
especially observant when looking for someone in indicated 
sections of the room, based on what that person is referring 
to in his speech. 
 This seems reasonable until we try to build a system that 
actually incorporates these influences.  There are both 
representational and algorithmic stumbling blocks that make 
this conceptually straightforward cross-modal information 
sharing difficult to implement.  These are due not only to 
post-perceptual architectural integration, but also to how the 
perceptual subsystems (such as those in Figure 2) are 
themselves typically created.  We first examine issues of 
representational compatibility, namely what interlingua is 
used to represent shared information, and then address how 
the systems could incorporate hints they receive in this 
interlingua into their algorithmic models. 
 Consider a person tracking system that provides the 
coordinates of people within a room in real-time, relative to 
some real-world origin – the system outputs the actual 
locations of the room’s occupants.  We will refer to the 
tracking system in the Intelligent Room as a representative 
example of other such systems (e.g., Wren et al. 1997, Gross 
et al. 2000).  Its only input is a stereo video camera and its 
sole output are sets of (x,y,z) tuples representing occupants’ 
centroid head coordinates, which are generated at 20Hz.  
Contrast this with the Intelligent Room’s speech recognition 
system, which is based upon the Java Speech API (Sun 
2001), built upon IBM’s ViaVoice platform, and is typical 
of similar spoken language dialog systems (e.g., Zue et al. 
2000).  Its inputs are audio voice signals and a formal 
linguistic model of expected utterances, which are 
represented as probabilistically weighted context free 
grammars.   
 How then should these two systems exchange 
information?  It does not seem plausible from an engineering 
perspective, whether in natural or artificial systems, to 
provide each modality with access to the internal 
representations of the others.   Thus, we do not expect that 
the tracking system should know anything about linguistic 
models nor we do expect the language system should be 
skilled in spatial reasoning and representation.   Even if we 
were to suppose the speech recognition system could 
somehow represent spatial coordinates, e.g. as (x,y,z) tuples, 
that it could communicate to the person tracking system, the 
example in Figure 4b above involves regions of space, not 
isolated point coordinates.  From an external point of view, 
it is not obvious how the tracking system internally 
represents regions, presuming it even has that capability in 
the first place.  The complementary example of how the 
tracking system might refer to classes of linguistic 
utterances, as in Figure 4a above, is similarly convoluted.   
 Unfortunately, even if this interlingua problem were 
easily solvable and the subsystems had a common language 
for representing information, the way most perceptual 
subsystems are implemented would make incorporation of 
cross-modal data difficult or impossible.  For example, in 
the case of a person tracking system, the real-world body 
coordinates are generated via three-dimensional spatial 

reconstruction based on correspondences between sets of 
image coordinates.  The various techniques for computing 
the reconstructed coordinates, such as neural networks or fit 
polynomials, are in a sense closed – once the appropriate 
coordinate transform has been learned, there is generally no 
way to bias the transformation in favor of particular points 
or spatial regions.  Thus, there is no way to incorporate the 
influence, even if the systems had a common way of 
encoding it.  Here again, the complementary situation with 
influencing speech recognition from a tracking system can 
be similarly intractable.  For example, not all linguistic 
recognition models (e.g., bigram-based) support dynamic 
preferential weighting for classes of commonly themed 
utterances.  So, even if the tracking system could somehow 
communicate what the speech recognition system should 
expect to hear, the speech recognition system might not be 
able to do anything useful with this information. 
 We see that not only are the individual modal 
representations incompatible, the perceptual algorithms (i.e., 
the contents of the sensory pipelines) are incompatible as 
well.  This comes as no surprise given that these systems 
were engineered primarily for unimodal applications.  
Unlike natural perceptual systems within an individual 
species, artificial perceptual systems do not co-evolve, and 
therefore, have had no evolutionary pressure to force 
representational and algorithmic compatibility.  These 
engineered systems are intended to be data sources feeding 
into other systems, such as the ones performing multimodal 
integration, that are intended to be data sinks.  There is no 
reason to expect that these perceptual subsystems would or 
even could directly interoperate. 

Designing for Interaction 
Our solution was to redesign the Intelligent Room’s 

perceptual systems with the explicit intension that they 
should interact with each other.  Doing so required 
fundamental representational and algorithmic changes but 
has made possible subtle types of cross-modal interactions 
that were previously unworkable.  We first detail two 
different categories of intersensory function and then explain 
how the cross-modal influences described above were 
implemented in the Intelligent Room. 

Consider, for example, the effect of touching someone 
and having his head and eyes turn to determine the source of 
the stimulus.  This is clearly an example of cross-modal 
influence – the position of the touch determines the 
foveation of the eyes – but it is fundamentally different than 
the interaction described in the McGurk effect above, where 
the influence is evidenced solely in perceptual channels.  
The touch scenario leads to behavioral effects that center the 
stimulus with respect to the body and peripheral sensory 
organs.  The McGurk effect is an example of sensory 
influence within perceptual channels and has no behavioral 
component.   
 Motor influences – i.e., ones that cause attentive and 
orientation behaviors – are by far the more understood of the 

1422 ROBOTICS AND PERCEPTION



two
sup
sign
sen
topo
is, 
case
in 
mot
esse
that
curr
acti
org

F
infl
perc
dire
the 
topo
real
pers
uniq
spa
are 
that
 W
repr
Inte
not 
cros
to h
indi
are 
com

mod
Wil
obs
com

may be necessary to distinguish between a person sitting on 
a chair, a person standing in front of a bookcase, and a 
person standing in a doorway, but obtaining the actual real-
world coordinates of these people is generally unimportant.  
In our system, locations in a room that are likely to contain 
people are used as reference points, as in Figure 5, to 
interactively train a multi-camera vision system, whose 
current implementation has three steerable and six fixed 
cameras.  The system learns to combine event predictions 
from the multiple video streams in order to locate people at 
these reference points in the future.  The system can also 
dynamically track people with the steerable cameras as they 
move between these locations.  Because most rooms have 
natural attractors for human activity, such as doorways, 
furniture, and displays, the selection of training points is 
usually readily apparent from the layout of the room. 
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igure 5 – A learned topographic map overlaid on top of the

oom’s floor plan.  The dots represent locations in the room
at were used as reference points to interactively train a multi-

amera vision system.  The arrows represent observed
ansitions between these reference locations.  Once trained,
e room can then locate people at and between these points. 
.  The primary neurological substrate behind them is the 
erior colliculus, a small region of the brain that produces 
als that orient peripheral sensory organs based on 

sory stimuli.  The superior colliculus contains layered, 
graphic sensory and motor maps that are in register; that 

co-located positions in the real world – in the sensory 
 representing derived locations of perceptual inputs and 

the motor case representing peripheral sensory organ 
or coordinates that focus on those regions – are all 
ntially vertically overlapping.  The actual mechanisms 
 use these maps to effect intersensory influence are 
ently unknown – variants on spreading vertical 
vation are suspected – but there is little doubt the maps’ 
anization is a fundamental component of that mechanism. 
ar less is known neurologically about purely semantic 
uences – i.e., ones that have effects confined to 
eptual channels.  The superior colliculus itself has been 
ctly approachable from a research perspective because 
brain has dedicated inner space, namely, the tissue of the 
graphic maps, to representing the outer space of the 

-world; the representation is both isomorphic and 
picacious, and it has made the superior colliculus 
uely amenable to study.  The perceptual as opposed to 

tial representations of the senses are far more elusive and 
specialized to the individual modalities and the organs 
 perceive them.   
e have used the notion of layered topographic maps to 

esent both motor and semantic information in the 
lligent Room.  Even though the superior colliculus has 
yet been identified as a substrate in non-behavioral 
s-modal influences, its extensive intra-map connections 
igher cortical areas – particularly the visual cortex – may 
cate its role in other types of intersensory function that 
confined to perceptual channels and have no behavioral 
ponent.    

Using a topographic organization, we created a new 
el for visually tracking people within a room (Coen and 

son 1999).  The model takes advantage of the 
ervation that much of the information needed in human-
puter interaction is qualitative in nature.  For example, it 

Once this topographic map is created, the tracking 
system activates locations on the map to correspond to its 
observations of people in the room.  As we will see in a 
moment, other systems in the room can also weakly activate 
locations on the map, which causes the room to turn a 
steerable camera to view the corresponding real world 
location.  If a person is found there as a result of orienting 
the camera, the system then completely activates that 
location on the map.   
 The ability to interact with topographic representations of 
the room is not confined to the tracking system.  Once the 
map is learned, the room builds corresponding maps to 
spatially categorize events in its other sensory systems, even 
if they have no explicit spatial component.  For example, 
speech recognition events are topographically organized on 
a map dedicated just for that purpose.  As utterances are 
heard for which the room has spatial information (either 
learned or explicitly provided by its programmers), it 
activates locations in the speech system’s topographic map, 
which in turn activates locations in other modalities’ 
topographic maps via vertical spreading activation, as shown 
in Figure 6.  Conversely, other systems can weakly activate 
locations on the speech system’s topographic map, which 
causes the speech system to increase the expectation 
probabilities of utterances associated with that location.   

Thus, activations in the map are bi-directional: 
perceptual events in a given modality can directly activate 
its map locations.  Maps locations can also be activated via 
spreading activation from corresponding positions in other 
system’s topographic maps, which causes a corresponding 
change in that modality’s perceptual state — here, these 
spreading activations cause the secondary system to either 
look or listen for something.  It is this bi-directional 
activation – through which the systems can react to 
intersensory stimuli – that has made possible the cross-
modal influences that were presented in Figure 4. 

Conclusion 
This paper has described our approach to incorporating 
cross-modal influences into the perceptual processing of the 
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Figure 6 – Layered topographic maps containing location-
dependent speech and tracking information.  Positions on the
maps can be activated directly by perceptual inputs or
activated by spreading vertical activation from adjacent maps.
ntelligent Room.  We simultaneously argued against 
onventional post-perceptual integration and have motivated 
his position with biological evidence that unimodal 
erceptions are themselves integrated products of 
ultimodal sources.  Our position has allowed us to explore 

epresentational and algorithmic issues in unimodal 
erception that can only be approached from an integrated, 
ultimodal perspective.  It has also allowed us to investigate 

reating more sophisticated interactive systems by 
ncorporating more subtle intersensory cues into the 
ntelligent Room.  Future work is both exciting and 
romising.    
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Abstract

This paper presents a real-time auditory and vi-
sual tracking of multiple objects for humanoid un-
der real-world environments. Real-time processing
is crucial for sensorimotor tasks in tracking, and
multiple-object tracking is crucial for real-world
applications. Multiple sound source tracking needs
perception of a mixture of sounds and cancella-
tion of motor noises caused by body movements.
However its real-time processing has not been re-
ported yet. Real-time tracking is attained by fus-
ing information obtained by sound source local-
ization, multiple face recognition, speaker track-
ing, focus of attention control, and motor con-
trol. Auditory streams with sound source direc-
tion are extracted by active audition system with
motor noise cancellation capability from 48 KHz
sampling sounds. Visual streams with face ID
and 3D-position are extracted by combining skin-
color extraction, correlation-based matching, and
multiple-scale image generation from a single cam-
era. These auditory and visual streams are asso-
ciated by comparing the spatial location, and as-
sociated streams are used to control focus of at-
tention. Auditory, visual, and association process-
ing are performed asynchronously on different PC’s
connected by TCP/IP network. The resulting sys-
tem implemented on an upper-torso humanoid can
track multiple objects with the delay of 200 msec,
which is forced by visual tracking and network la-
tency.

1 Introduction
Humanoids and entertainment robots or at least mobile robots
have attracted a lot of attention last year, e.g., at IEEE/RSJ
First Humanoids-2000 conference, and are expected to play
a role of human partners in the 21st century. Let us imagine
the situation autonomous robots are used in social and home
environment, such as a pet robot at living room, a service
robot for office, or a robot serving people at a party. The robot
shall identify people in the room, pay attention to their voice
and look at them to identify visually, and associate voice and
visual images, so that highly robust event identification can

be accomplished. These are minimum requirements for social
interaction[Brookset al., 1998].

Some robots are equipped with improved robot-human in-
terface. Jijo-2 [Asoh et al., 1997] can recognize a phrase
command by speech-recognition system;AMELLA [Waldherr
et al., 1998] can recognize pose and motion gestures.Kismet
of MIT AI Lab [Breazeal and Scassellati, 1999] can recognize
speeches by speech-recognition system and express various
kinds of sensation.Hadaly of Waseda University[Matsusaka
et al., 1999] can localize the speaker as well as recognize
speeches by speech-recognition system.

However, the technologies developed so far are still imma-
ture; in particular, auditory processing and integrated percep-
tion among vision, audition, and motor control. At robotic
conferences such as IROS, SMC, and ICRA as well as AI-
related conferences, there were at most one or two papers re-
lated to auditory processing1, and most papers on robot per-
ception is limited to vision-only and vision with ultrasonic,
infra-red or laser range finders. This is unfortunate because
integrated processing of auditory and visual processing com-
bined with appropriate motor control is essential in social in-
teraction of robot systems.

For auditory and visual tracking, Nakadaiet al. presented
the active audition for humanoids to improve sound source
tracking by integrating audition, vision, and motor controls
[Nakadaiet al., 2000]. An active audition system is imple-
mented in a upper-torso humanoid to demonstrate that the
humanoid actively moves its head to improve localization by
aligning microphones orthogonal to the sound source and by
capturing the possible sound sources by vision. Although
such an active head movement inevitably creates motor noise,
the system adaptively cancels motor noise using motor con-
trol signals. The experimental result demonstrates that the
active audition by integration of audition, vision, and mo-
tor control enables sound source tracking in variety of con-
ditions. One of crucial problems is a lack of real-time pro-
cessing.

Matsuyamaet al. presented an architecture for asyn-
chronous coordination of sensorimotor control[Matsuyama
et al., 2000] so that the camera moves smoothly to track the

1Auditory processing shall be distinguished from speech recog-
nition. Auditory processing (auditory scene analysis) aims at sepa-
ration and understanding of multiple sound streams, such as human
speech, environmental noise, music, etc.
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object in real-time. This architecture, calleddynamic mem-
ory, is general, but they use it only for vision-based motor
control. Shaferet al. presented the software architecture of
sensor fusion for an autonomous mobile robot[Shaferet al.,
1986]. The architecture is based on a parallel blackboard sys-
tem, and the sensors include vision, range finder, but not mi-
crophones. It exploits global consistency regarding position
and orientation of the vehicle and sensors. Murphy presented
the sensor fusion system for mobile robots called the Sen-
sor Fusion Effects (SFX) architecture, which is based on the
uncertainty management system by Dempster-Shafer theory
[Murphy, 1998].

Other robots with microphones as ears for sound source
localization or sound source separation have attained little in
auditory tracking.Kismet has a pair of omni-directional mi-
crophones outside the simplified pinnae[Breazeal and Scas-
sellati, 1999]. Since it is designed for one-to-one commu-
nication and its research focuses on social interaction based
on visual attention, the auditory tracking has not been im-
plemented so far.Hadaly uses a microphone array to per-
form sound source localization, but the microphone array is
mounted in the body and its absolute position is fixed during
head movements[Matsusakaet al., 1999]. In the both cases,
sound source separation is not exploited and a microphone
for speech recognition is attached to the speaker.

In the research of computational auditory scene analysis
(CASA) to understand a mixture of sounds, real-time pro-
cessing is one of the main problems in applying CASA to
real-world applications[Rosenthal and Okuno, 1998]. Real-
time processing is important to take appropriate actions in
daily environments where many people, robots and objects
exist. Auditory and visual tracking by Nakadaiet al. accepts
sounds in daily environment, but does not run in real-time
[Nakadaiet al., 2000]. Another auditory and visual tracking
by Nakagawaet al. does not run in real-time[Nakagawaet
al., 1999].

Two major issues that have not been done in the past are
attacked in this paper, that is, association of multiple auditory
and visual streams, and real-time processing of integrated au-
ditory and visual scene analysis.

The rest of the paper is organized as follows: Section 2
explains the robot hardware which is used as a testbed and
presents the issues in real-time tracking. Section 3 describes
the design of the system and the details of each module are
described in Section 4. Section 5 demonstrates and evaluates
the performance of the system. Section 6 discusses the obser-
vations of the experiments and future work and concludes the
paper.

2 Issues in Real-Time Tracking
2.1 Robot Hardware
As a testbed of real-time multiple-object tracking, we use a
upper-torso humanoid calledSIG shown in Fig. 1[Nakadaiet
al., 2000]. The cover of the mechanics is made of FRP and
discriminates internal and external world acoustically.SIG
has two microphones at the left and right ear positions to cap-
ture external sounds from outside of the body, and two mi-
crophones within the body to capture internal sounds mainly

Figure 1: Humanoid,SIG

caused by motor movements. All the microphones are omni-
directional microphones of Sony ECM-77S.SIG’s body has
four DOFs (degree of freedom), each of which is a DC motor
controlled by a potentiometer.SIG is equipped with a pair of
CCD cameras of Sony EVI-G20, but the current vision mod-
ule uses only one camera.

2.2 Task and Issues
The task in this paper is to track multiple objects in real-time
with two kinds of sensors, a camera and two microphones,
and one actuator to rotate the body. Some important issues in
this task are:
� Robustness in visual stream extraction (temporal se-

quences of face localization and face identification)
against non-uniform environments due to lighting con-
ditions or moving humans.

� Robustness in auditory stream extraction (temporal se-
quence of sound source localization and sound source
separation) against dynamic environments because ob-
jects (people) move and the humanoid also moves.

� Association of visual and auditory streams by face iden-
tification and sound source localization to compensate
missing or ambiguous data. Common representation for
both auditory and visual feature extractions is needed.

� Focus of attention control based on association to con-
trol actuators.

� Trade-off of processing speed vs quality of feature ex-
tractions for real-time processing.

� Method of synchronization between asynchronous audi-
tory and visual processing that have different processing
speeds. The frame rate of vision is 30 Hz, while the sam-
pling rate of sound is 48 KHz. Therefore, asynchronous
processing is essential to exploit the full range of con-
currency.

3 Design of the System
From the viewpoint of functionality, the whole system can
be decomposed into five layers —SIG Device Layer, Pro-
cess Layer, Feature Layer, Event Layer, and Stream Layer
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(see Fig. 3) . From the viewpoint of implementation, the
whole system consists of six asynchronous modules — Au-
dition, Vision, Association, Focus-of-Attention, Motor Control,
and Viewer. This relation between two viewpoints is depicted
in Fig. 2. Since Vision module utilizes the full power of
Pentium-III 733 MHz CPU, the whole system is organized
in the form of distributed processing with three Linux nodes
based on Pentium-III with RedHat Linux 6.2J. The first node
with 600 MHz is for Audition, the second node with 733 MHz
for Vision, and the third with 450 MHz for the rest. They are
connected by TCP/IP over Fast Ethernet 100Base-TX.

The estimated processing time of each module executed on
a node is summarized below:

� Vision – 200 msec for face localization and identifica-
tion,

� Audition — 40 msec for sound source localization,

� Motor Control — 100 msec

� Network latency — up to 200 msec

Therefore, we set the goal that the response time of the system
should be 200 msec of delay.

Audition and Vision generate an event by feature extraction
and organize a stream as a temporal sequence of events. Motor
Control also generates an event of motion. Association fuses
these events to make a higher level representation. This fu-
sion associates auditory and visual streams to make an asso-
ciated stream. Focus-of-Attention makes a planning of SIG’s
movement based on the status of streams, that is, whether they
are associated or not.

Motor Control is activated by Focus-of-Attention module
and generates PWM (Pulse Width Modulation) signals to DC
motors. It also sends a motor event consisting of motor di-
rection (azimuth of the midsagittal plain) to Association mod-
ule. Viewer shows the status of auditory, visual and associated
streams in the radar and scrolling windows (see screen shots
shown in Fig. 5). Some modules are explained in details in
the next section.

4 Details of Each Module
4.1 Active Audition Module
Sound localization for a robot or an embedded system is usu-
ally solved by using interaural phase difference (IPD) and in-
teraural intensity difference (IID). These values are calculated
by using Head-Related Transfer Function (HRTF). However,
HRTF depends on the shape of head and it also changes as
environments change. For real-world applications, sound lo-
calization without HRTF is preferable. Nakadai et al. pro-
posed the method based on the auditory epipolar geometry,
an extension of epipolar geometry in stereo vision to audition
[Nakadai et al., 2000]. They also proposed active audition
for sensorimotor task with canceling motor and mechanical
noises. However, they failed in doing the jobs in real-time,
because they stuck to pure-tone processing. In this paper, we
extend their approach (1) by exploiting the harmonic structure
to extract peaks precisely and (2) by solving the uncertainty
in sound source localization by Dempster-Shafer theory.

Audition module equipped with active audition is depicted
in Fig. 3. The input signal, a mixture of sounds originating
from different directions, is sampled with sampling frequency
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Table 1: Belief Factor of IID, BFIDD(�)

� 90Æ � 35Æ 30Æ � �30Æ �35Æ � �90Æ
+ 0.35 0.5 0.65

I - 0.65 0.5 0.35

of 48 KHz and 16-bit quantization, and its spectrogram is cal-
culated by Fast Fourier Transforms (FFT). Audition extracts
pitches (fundamental frequency, F0), separates and localizes
sound sources.

Peak Extraction and Sound Source Separation: First a
peak is extracted by a band-pass filter, which passes a fre-
quency between 90 Hz and 3 KHz if its power is a local max-
imum and more than the threshold. This threshold is auto-
matically determined by the stable auditory conditions of the
room. Then, extracted peaks are clustered according to har-
monicity. A frequency of Fn is grouped as an overtone (in-
teger multiple) of F0 if the relation j Fn

F0
� bFn

F0
cj � 0:06

holds. The constant, 0.06, is determined by trial and error.
By applying Inverse FFT to a set of peaks in harmonicity, a
harmonic sound is separated from a mixture of sounds.

Sound Source Localization: Once a harmonic structure is
obtained, the direction of sound source is calculated by hypo-
thetical reasoning for IPD (Interaural Phase Difference) and
IID (Interaural Intensity Difference). The azimuth (horizontal
direction) is quantized and represented by every 5Æ discrete
value in the range of �90Æ. The front direction of SIG is 0Æ.

From the extracted harmonic structure of left and right
channels, a pair of harmonic structures is obtained. Then the
IPD, Ps, is calculated. Auditory Epipolar Geometry gener-
ates a hypothesis of IPD Ph for each 5Æ candidate, � [Nakadai
et al., 2001]. Since the IPD is ambiguous for frequencies of
more than 1200 Hz, the distance, d(�), in IPD between the
data and a hypothesis is defined as follows:

d(�) =
1

nf<1200Hz

1200HzX
f=F0

(Ph(�; f)� Ps(f))
2

f
(1)

Where nf<1200Hz is the number of overtones of which fre-
quency is less than 1200 Hz.

The similar relation may hold for IID, but our experience
with IID proves that it can discriminate at most the side, that
is, left or right. Suppose that Is(f) is the IID for peak fre-

quency f . If the value of I =
P3000Hz

f=1200Hz Is(f) is non-
negative, the direction is decides as left, otherwise as right:

Integration of IPD and IID by Dempster-Shafer theory
To determine the sound source direction, the belief factors of
IPD and IID are calculated and then integrated by Dempster-
Shafer theory. The belief factor of IPD, BF IPD, is calculated
by using probability density function defined by Eq. (2).

BFIPD(�) =

Z d(�)�mp
s

n

�1

1p
2�

exp

�
�x2

2

�
dx (2)

where m and s are the average and variance of d(�), respec-
tively. n is the number of d.

The belief factor of IID, BFIID(�) is defined by Table 1.
Then, belief factors of IPD and IID, BFIPD and BFIID, are

integrated using Dempster-Shafer theory as defined in Eq. (3).

BFIPD+IID(�) = BFIPD(�)BFIID(�)+�
1�BFIPD(�)

�
BFIID(�) +BFIPD(�)

�
1�BFIID(�)

�
(3)

� for the maximum BFIPD+IID is treated as the sound source
direction of the harmonics. Finally, Audition sends an audi-
tory event consisting of pitch (F0) and a list of 20-best direc-
tions (�) with reliability factor for each harmonics.

4.2 Real-Time Multiple Face Tracking
Multiple face detection and identification suffers more
severely from frequent changes in the size, direction and
brightness of face. To cope with this problem, Hidai et al.
combines skin-color extraction, correlation based matching,
and multiple scale images generation [Hidai et al., 2000].

The requirements on multiple face tracking are the capabil-
ity of discriminating face data of the same face ID from others
and on-line learning. The first requirement is a class concept.
Turk et al. proposed the eigenface matching technique as a
kind of subspace method [Turk and Pentland, 1991]. A sub-
space for discrimination is created by Principal Component
Analysis (PCA). PCA, however, does not provide the means
to group a data according to its face ID, since such an ID
cannot be generated by PCA. Thus, the subspace obtained by
PCA is not always suitable to distinguish such classes.

On the other hand, Liner Discriminant Analysis (LDA) can
create an optimal subspace to distinguish classes. Therefore,
we use Online LDA [Hiraoka et al., 2000]. In addition, this
method continuously updates a subspace on demand with a
small amount of computation.

The face identification module (see Fig. 2) projects each
extracted face into the discrimination space, and calculates
its distance d to each registered face. Since this distance de-
pends on the degree (L, the number of registered faces) of dis-
crimination space, it is converted to a parameter-independent
probability Pv as follows.

Pv = �

�
1

2
;
d2

2

�
=

Z
1

d2

2

e�t t
L

2�1dt (4)

The face localization module converts a face position in
2-D image plane into 3-D world coordinate. Suppose that
a face is w � w pixels located in (x, y) in the image plane,
whose width and height areX and Y , respectively (see screen
shots shown in Fig. 5). Then the face position in the world
coordinate is obtained in terms of distance r, azimuth � and
elevation � by the following equations.

r =
C1

w
; � = sin�1

 
x� X

2

C2 r

!
; � = sin�1

 
Y
2
� y

C2 r

!

where C1 and C2 are constants defined by the size of the im-
age plane and the image angle of the camera.

Finally, Vision module sends a visual event consisting of a
list of 5-best Face ID (Name) with its reliability and position
(distance r, azimuth � and elevation �) for each face.
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Figure 4: Association Module Forms Streams

4.3 Stream Formation and Association
Association module forms auditory streams from auditory
events and visual streams from visual events, and associates a
pair of auditory and visual streams to create a higher level
stream, which is called an associated stream (see Fig. 2).
The flow of processing in stream formation and association
is summarized as follows (Figs. 4(a)-(d)):

1. Events from Audition, Vision and Motor modules are
stored in the short-term memory.

2. Direction information of events is converted into the ab-
solute coordinate to treat them in the common coordi-
nate.

3. Events are grouped into an auditory or a visual stream
according to a temporal sequence of events.

4. Streams are synchronized by every 100 msec to calculate
the distance between streams.

5. An auditory and a visual stream which are close for
more than a constant time are associated as an associ-
ated stream.

First, events are stored in the short-term memory and kept
only for 2 seconds to attain incremental and real-time pro-
cessing. In Fig. 4(a), where S
, V
 and M
 represent events
created by Audition, Vision and Motor modules, respectively.
Each module creates events at its own cycle, e.g. 40 msec
for audition, 200 msec for vision and 100 msec for motion.
Then, motor events are synchronized with auditory and vi-
sual events. To put it concretely, a motor direction when an
auditory or a visual event appeared is estimated from motor
events in the short-term memory. A motor event with the
estimated motor direction is shown as M . Because visual
events from Vision module and auditory events from Audition
module are represented in robot coordinate, the directions of
these events are converted to ones in the absolute coordinate
by using estimated motor direction. These are represented as
S or V in Fig. 4(a). This synchronization process runs with

a delay of 200 msec as mentioned in Sec. 3.
Auditory and visual streams are formed in Fig. 4(b). X-

axis indicates elapsed time from right to left, and Y-axis in-
dicates azimuth in the absolute coordinate. Thin lines with
small filled circles and a thick line with small rectangles rep-
resent auditory streams and a single visual stream. An audi-
tory event is connected to the nearest auditory stream within
the range of �10Æ and with common F0. A visual event is
connected to the nearest visual stream within 40 cm and with
a common face ID. In either case, if there are multiple can-
didates, the most reliable one is selected. If any appropriate
stream is found, such an event becomes a new stream. In
case that no event is connected to an existing stream, such a
stream remains alive for up to 500 msec. The system cannot
detect an auditory or a visual event when a person stops talk-
ing and looks away for a moment. This margin of 500 msec
is prepared to continue streams in case of the missing event
extraction. After 500 msec of keep-alive state, the stream ter-
minates.

When the distance between an auditory and a visual stream
is close for more than a constant time, they are regarded as
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streams originating from the same object and integrated into
an associated stream, which is a higher layer representation of
a stream shown in Fig. 2. Because auditory and visual streams
consist of events with 40 msec and 200 msec cycles, respec-
tively, it is difficult to evaluate the distance between these
two streams without synchronization. Then, they are syn-
chronized with the same cycle, 100 msec. Fig. 4(c) illustrates
synchronized streams as lines with large circles and rectan-
gles. If an event is not available in this case, linear regression
is used for interpolation in the same way as synchronization
with motor events.

An auditory and a visual streams are associated if their di-
rection difference is within the range of �10Æ and this situa-
tion continues for more than 50% of the 1 sec period shown
in Fig. 4(d).

The visual direction is usually used for the direction of the
associated stream because visual information is more accu-
rate. However, when a tracking person is occluded, the sys-
tem cannot use visual information. In this case, auditory in-
formation is used for the associated stream. This suggests an
advantage of integration of audition and vision, i.e. auditory
information is efficient not only for pre-attentive uses such as
a trigger of attention but also for compensations of missing
or ambiguous information as this case. If either auditory or
visual event has not been found for more than 3 sec, such an
associated stream is deassociated and only existing auditory
or visual stream remains. If the auditory and visual direction
difference has been more than 30Æ for 3 sec, such an associ-
ated stream is deassociated to two separate streams.

4.4 Focus of Attention Control
SIG should pay attention for sounds from unseen objects to
get further information. When such a sound does not exist,
faces with sound, i.e. talking people, should have high pri-
ority because they are attractive even for human perception.
The principle of focus-of-attention control hereby is as fol-
lows:

1. An auditory stream has the highest priority,

2. an associated stream has the second priority, and

3. a visual stream has the third priority.

The algorithm of focus-of-attention control is sketched by
using an example shown in Fig. 5, which depicts how audi-
tory and visual streams are generated and associated.

1. Focus of attention changes to a new association stream.
[t1 and t8 of Fig. 5].

2. If one of the visual and auditory stream of an associated
stream terminates due to occlusion, disappearance, or
end of speech, association continues [t4 to t5 of Fig. 5].

3. If this state continues for a particular time, say 3 seconds,
the focus of attention may change.

(a) Focus of attention changes to one of associated
streams.

(b) If no associated stream is found, focus of attention
changes to one of auditory streams. [t6 of Fig. 5].

(c) Otherwise, focus of attention changes to one of vi-
sual streams.

4. In turning the body to associate the auditory stream to
visual one, focus of attention keeps the same even if a
new associated stream is generated.

5 Experiments and Evaluation
A 40-second scenario shown in Fig. 5 is used as a benchmark.
The performance of integrated auditory and visual tracking is
shown in Fig. 5, which shows that focus of attention changes
twice. In the first half of the scenario up to t = 26 sec, two
speakers are apart, while in the second half they are close
and viewed in the same camera view field. In both cases, the
system can track the speakers well.

The direction of SIG’s body is depicted in Fig. 6, which
shows that the motor control succeeds in giving correct PWM
motor commands. To sum up, sensorimotor task in single-
and multi-speaker tracking is well accomplished.

The performance of visual tracking is shown in Fig. 7. This
timechart is generated by collecting the first candidate from
the internal states of Vision module. Therefore, the motor
movement is the same as the above. In the first half of the
scenario, occlusion causes a gap of visual streams between t4
and t5. From t6 to t7, no person can be seen due to the limited
range of camera view field. Fig. 5 proves that occlusion and
out-of-sight can be easily recovered by associated streams.

The performance of auditory tracking is shown in Fig. 8,
which is generated in the same manner as Fig. 7. The Audition
module can separate two auditory streams correctly from t 3
to t = 23 sec, and t9 to t10, but generate erroneous streams
around t8 and t9. In addition, the directions of two speakers
are not so correct from t = 11 sec (t5) to t = 17 sec, because
Mr. A moves and SIG tracks him by rotating its body. That is,
the reverberation (echo) due to this moving talker and motor
noise deteriorates the quality of sound source localization.

5.1 Limitations on the Proposed System
The room used in this experiment is about 3m in width and
length and 2m in height, and sound absorbing materials are
attached on walls, ceiling and floor. It is not anechoic, but
has reverberation time of 0.1 sec. Because the value in a nor-
mal speech studio of the equivalent size is about 0.2 sec, the
room has less reverberation. Acoustic conditions, however,
depends on objects in the room. When we put a plastic parti-
tion of 1.5 m � 1.5 m with strong reverberation in the room,
the correctness of sound source localization is reduced re-
markably.

The background noise level of the room is 30 dBA on aver-
age. This is measured with the filter by A weighting, similar
to human auditory characteristic. The value of 30 dBA corre-
sponds to the noise level of a room in a quiet residence. We
confirmed that the current system works well up to 40 dBA
of background noise level, but we have not checked above
40 dBA.

The room has six halogen lights with adjustment function
of the intensity on the ceiling. The range of the light intensity
is from 0 to 50 lux. Because the light intensity from 300 to
1500 lux is recommended for a normal office by JIS (Japanese
Industrial Standard), even the maximum light intensity of the
room is weak. Our face extraction and recognition method
works well under the condition of more than 5 lux. Visual
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processing is robust against the change of light intensity. In
this experiment, the light intensity in the room is 50 lux.

Other benchmarks such as crossing of moving talkers,
moving talkers without seeing any talkers, and alternative
talking of four speakers prove that the resulting system suc-
ceeds in real-time sensorimotor tasks of tracking 2.

2Since the work is related to the real-time processing, the
readers may be suggested to visit the following Web site:
http://www.symbio.jst.go.jp/SIG/

6 Conclusion and Future Work
The key idea of real-time tracking is “For each processing,
take it easy, and ambiguities will be resolved with the help of
others.” This idea is obtained by the scrutiny of the behavior
of each component of implementations of Nakadai et al.’s
work [Nakadai et al., 2000]. We do not stick to pure tones, but
utilize the collective behavior of harmonic sounds; we prefer
frequency resolution over the time resolution by increasing
the points of FFT. We give up the precise face localization
and identification. Instead, we associate auditory, visual, and
motor direction information to localize the sound sources.
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Some technical future work includes learning the adap-
tive association of different or dynamic environments. Since
lighting conditions and reverberation (echo) change dras-
tically in such environments, Vision and Audition modules
should adjust their parameters on demand. In addition, As-
sociation should adapt its parameters for stream forming and
association. Baysian algorithm for resolving ambiguities in
stream forming and association is a promising technique. An-
other future work is incorporating stereo vision. Even in a
static environment robust auditory processing such as sound
source separation and localization would be useful when a
room is noisier, has objects with strong reverberation, or has
many people.

We believe that our result would open a new era of
sound processing, in particular, cocktail party computer or
“Shotoku-Taishi” computer that can listen to several things at
once.

Auditory and visual tracking should be incorporated in a
total system with robot-human interface. We have already
built such a system comprising speech recognition, speaker
identification, and speech synthesis based on the proposed
system. Once the application is fixed, the top-down stream
separation may be exploited. Some information that forces
top-down stream separation includes speaker identification.
The speaker information may reduce the search space of face
recognition and speech recognition. For example, let us con-
sider that crossing of two talking persons. In this case, the
system may miss judging that they are approaching and then
receding because speaker IDs are lacking. Thus, speaker
identification can reduce this kind of ambiguity. Its design
and implementation will be reported by a separate paper,
since this paper focuses on the real-time processing.
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